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Introduction: The Mystery of Experience

Why do we experience anything at all? Our inner lives are rich with feel-
ings, memories, senses, longings, pains, etc. And no doubt experiencing
things makes the world a more interesting place. Consciousness is the term
used to describe this capacity for inner experiences,1 which are probably
our most valuable possessions. They exist as memories and can be (ap-
proximately) re-experienced again and again. To lose them is tantamount
to losing oneself.

But such utilitarian value has precisely zero purchase on evolution. So
what if experiences are valued? If inner experience doesn’t aid survival or
reproductive ability, and if it is costly to generate – which it definitely is2 –
then it shouldn’t exist.

Usually, “explaining” a biological, or psychological, phenomenon en-
tails pointing out what it does and how doing it helps an organism. For
example, consider learning. Learning helps beings change behavior use-
fully in light of some external stimulus. Knowing what learning does, and
how it helps, tells us why we, amongst others, have it.

As has long been realized, this is hard to do for consciousness. David
Chalmers explains why:

“...even when we have explained the performance of all the cog-
nitive and behavioral functions in the vicinity of experience—perceptual
discrimination, categorization, internal access, verbal report—there

1Phenomenal consciousness is another term. The object we are after an explanation for
is the one consistent with Thomas Nagel’s famous definition. A ‘what it is like to be’ quality,
shared by conscious beings; Nagel (1974)

2Consciousness is a metabolically expensive process. Apart from the hardware costs,
the operating costs have been estimated by comparing glucose or oxygen consumption in
unconscious and conscious brain states, see Shulmana et al. (2009) for estimates.
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may still remain a further unanswered question: Why is the per-
formance of these functions accompanied by experience?”3

To explain consciousness we must explain the function of experience itself.
And a convincing explanation remains elusive.

Our Explanation

In social environments where we need to know who we can trust, con-
sciousness (inner experience) emerged because it acts something like a code.
It’s a code that, when shared with others, allows them to infer how a per-
son is likely to act. Being able to credibly signal how one is likely to act is
extremely useful, and that is what makes having inner experiences evolu-
tionarily valuable.

There is much to flesh out here. How exactly is consciousness like a
code? Why is knowing someone’s code predictive of how they will act?
Why, and when, is it useful to know how someone will act?

Before turning to these questions, let’s first be more explicit about what
we mean by consciousness.

The Labeling Machine

We hew closely to Nagel’s ubiquitous definition of what is sometimes called
phenomenal consciousness here: “an organism has conscious mental states
if and only if there is something that it is like to be that organism”.4 Con-
scious beings have experiences. In what follows we will refer to the gener-
ating of experiences as having an “inner life”. Put differently, an inner life
is a description of which experiences arise for the system as it goes about
its actual physical (outer) life.

For us, an experience is merely a label. A label to categorize the activ-
ities of the brain. An individual’s inner life are the labels that that indi-
vidual’s system attaches to the various possible activities of its brain. For
instance, in the human case, the brain activity involved in fleeing from an
annoyed grizzly (detecting the threat, preparing for fight or flight) gets a
different label than the brain activity involved in stealing another’s prop-
erty (stealth, preparing excuses if caught, justifying, etc. ).

We can understand gradations of consciousness by equating the richness
or complexity of an inner life with the number of labels the system has at

3Chalmers (1995), p.202
4Author’s emphasis in italics, Nagel (1974), p.436.
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its disposal. A non-conscious system has no labels at its disposal, so none
of its brain activities have a label attached, and there is no inner life. This is
not to say that such brain activities are diminished in some way, but rather
that the system is not provided with an answer to the ‘what is it like to
be’ that system question. A minimally conscious system will have a single
label at its disposal – some brain activities have this label attached and the
rest do not. A richer inner life emerges when the system has access to many
labels. Such systems are more biologically expensive to maintain, but offer
a more nuanced picture of their brain’s activities.

To be clear, the term ‘picture’ in the sentence above should not be taken
to suggest any actual insight into the working of the brain. The system we
envision simply registers labels without (necessarily) comprehending any-
thing at all about the actual mechanics of itself. If we think of a system’s
life as depending on the sorts of brain activities undertaken in various sce-
narios, the system’s inner life is the parade of associated labels.

To summarize so far, a system’s consciousness acts as a label-maker of
sorts. Feed in any given scenario, real or imagined, and out pops a label
(an inner experience). Systems, in principle, differ with respect to the va-
riety of labels they have available. And we’ll see that systems that behave
differently will, in general, attach different labels to a given scenario. But
we’ll come to this later.

It is natural to first ask how having the ability to make inner lives could
ever be useful? To see this, we start by imagining what the world would be
like without inner lives. It turns out that is easy to do.

The World Of The Unconscious

Imagine a world with unconscious agents. This is easy to contemplate be-
cause that is basically how science usually imagines the world. Such a
world has creatures with no inner life. The agents of this world may be
capable of complicated acts – like a Venus flytrap – or great mental feats
– like a pocket calculator. But there is no associated inner life for these
systems in our imagining. And it’s hard to envision why there ever should
be.

To survive, the flytrap needs to catch flies. This requires sensing a fly,
and snapping closed fast enough to catch it. Would it help if an inner life
accompanied that? For example if the flytrap had the inner experience of
‘seeing red’ when they snapped too slowly and the fly escapes, and ‘seeing
green’ when not and it is caught? Not likely.
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Would it help if the trap felt elated when a fly was caught, and dev-
astated when missed? Maybe such feelings would motivate a faster snap?
Sure, anticipating the sadness of a missed fly might make the trap close
faster, but “anticipating” an impending inner experience is metabolically
costly – it requires the experience generating machinery. A flytrap that
merely reacts by closing as fast as possible catches flies just as well as an
otherwise unmotivated flytrap needing to imagine failure to do the same.
So why not simply bypass the costly experiential machinery and just act
efficiently in the first place?

Do we imagine a calculator motivated by a sense of satisfaction to solve
math operations doing them faster or more accurately than a calculator
without such motivations?

Whatever functions we might suppose are enhanced by inner lives could
surely, equivalently, just be what the system does directly, without the need
for inner experience. As Dennett (1991) and others have argued, since con-
sciousness is a product of the brain, created by using whatever informa-
tion the brain has available, why not just directly use the information to
perform those functions rather than introduce an intermediate step of con-
sciousness that then leads to action?

Sociability and Survival

Considerations don’t obviously change just because agents happen to be so-
cial. Social agents undertake collective activities, such as hunting, defend-
ing, and rearing, which hold the promise of high payoffs. Yet this promise
is vulnerable because such activities are subject to opportunism. That is,
engaging in these sorts of activities requires participants to occasionally
take actions that are harmful to themselves in order to benefit their part-
ners. For example, the cooperation of many hunters allows them to pursue
larger prey. All hunters benefit when the hunt is a success, but each would
do even better if they are able to avoid the risks of injury and death by di-
aling back their hunting effort. A free rider, able to hide, avoid effort and
risk, but still able to consume from the kills, does best of all. How does na-
ture ensure that such collectively beneficial activities get undertaken? How
does it help social agents overcome the collective action problems endemic
to social activities?

We will argue that creating minds subject to inner lives – conscious
minds – is one way to solve the collective action problem. But let’s consider
more standard solutions first.
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Standard Solutions

One way evolution has devised to solve collective action problems is to de-
sign agents who only perform such collective tasks with close family mem-
bers. Colonies of ants – typically descended from a single queen – are an
example. Worker ants will defend to the death a colony against invading
predators. Sacrifices like this, which make no sense for an ant considered
in isolation, increase the chance that their genetic lineage is passed on. A
propensity to make such sacrifices would lead to certain extinction if per-
formed between unrelated agents, but makes immense evolutionary sense
if restricted to sacrifices made to help clones or close family members.

Another way to solve collective action problems is through repeated in-
teraction and monitoring. Knowing that I’ll hunt with the same few agents
again and again provided that I pull my weight, gives me incentive to not
free-ride. They monitor me, I monitor them, and if anyone does wrong
by the group, they are thrown out. Such agents are inherently selfish and
strategic. But, by structuring their interactions just so, though their temp-
tation to free-ride remains, the punishment for doing so overwhelms it.

Problems With Those Solutions

Nature does utilize such solutions. As we’ve already mentioned, within-
kin cooperation is how ants solve collective action problems. And this has
allowed them great success in exploiting their evolutionary niche. But it
is a limited solution: unrelated ants, or weakly related ones, cannot come
together to achieve these social gains.

Repeated interaction, monitoring and information sharing is used by
many human societies to sustain cooperation. But again, this form of solu-
tion to the social dilemma limits its applicability. The information and lo-
gistic requirements required to sustain social cooperation through repeated
interaction are typically heavy. Agents must monitor, remember and often
share information, they must coordinate on punishments, and they must
have protocols or rules to determine the length and intensity of punish-
ment and how these will be enforced. These requirements limit the kinds
of interactions that agents can exploit together, generally necessitating they
be repetitive and observable, and accompanied by a heavy enforcement and
information retrieval infrastructure.

Humans have devised such systems of course, and they are ubiquitous
in successful societies. In the language of economists, a system that solves
collective action or social dilemmas in this way is one in which cooperation
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becomes ‘incentive compatible’. That is, even inherently selfish people,
who care nothing about the welfare of others or the collective whole, find
it in their own selfish interests to act to advance of that welfare.

It is tempting, but would be a mistake, to imagine that this transaction
like view of collective action explains all human cooperation. Immense
sacrifices, such as giving one’s life for one’s country, are difficult to imag-
ine as incentive compatible. At the other end, the small daily foregoing
of personal gain that is ubiquitous to social interactions also seems a puz-
zle. Why tip people who will never be seen again? Why ever reciprocate
a generous act without expecting more? Why perform acts of kindness to
strangers about whom nothing is known, and for whom nothing future will
be gained? Why ever voluntarily contribute to civic goals when no single
contribution substantially affects outcomes, and when no one can be ex-
cluded from benefiting? We could go on.

Individuals do not engage in a calculus of costs and benefits when un-
dertaking these acts. And if they did, if incentive compatibility were the
only way we sustained cooperation, the world would be unrecognizably
different from what it is. It would be nasty, conniving and transactional.
Nature has devised a much simpler solution, but one that will be seen to
critically depend on inner lives.

A Simpler Solution

What if there were agents who were inherently cooperative, so not inclined
to free-ride, who had some way of credibly advertising this to others? Such
inherent cooperators could then find each other and come together to un-
dertake social tasks to their mutual benefit. They could exploit novel situ-
ations, without the need for the situations to repeated. They could extend
cooperation far beyond the kin group. They could gain by solving social
dilemmas without the need for monitoring, or information sharing, or even
punishment.

Though this is an appealing solution it faces a huge problem. Nature
just hasn’t found a simple way for agents to signal that they are inherent
cooperators. The next section details why.

Signaling One’s ‘Type’: Personas Real and Fake

Signaling is ubiquitous in nature. So agents that do it have found ways to
thrive by doing so. Take the example of the peacock’s tail. It is colourful
and luxurious, and well suited to attracting the attention of peahens when
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in display mode. But it is also heavy and cumbersome and difficult to ma-
noeuvre, making the most well appointed peacocks easier prey than they
would be with nimbler tails. Extravagant tails survive because peahens
preferentially select to mate with males having them.5 And peahens doing
so makes evolutionary sense because only healthy males with good genes,
strength, and a good immune system, can support such a cumbersome ap-
pendage. Males of similar health and strength with smaller tails would do
better outrunning predators, but worse in attracting mates. The tail, being
costly, is a credible signal of quality that only the most strong can pull off.
It is hard to fake. And that’s what makes the peahens confident it will work
to give them a good mate.

Why signaling ‘cooperator’ is so much harder.

For a signal to work, that is perform the function of credibly indicating
that the signaler actually possesses the desired non-visible trait, the signal
must be more difficult to send for someone without the trait than it is for
someone who has it.

To carry around a big tail a peacock must be strong. Strength and sur-
vivability are inherently valuable traits but hard to see. Only a peacock that
has them can sustain such a tail, and the luxurious tail (though not directly
a trait that aids survival) helps the peacock because it credibly signals that
he also has the genes required to thrive, which is inherently valuable to a
partner. So an impressive tail is a credible signal of strength and surviv-
ability because it directly implies the presence of genes for these.

But what signal would tell a potential collaborator in a social dilemma
that someone they are contemplating embarking upon a social project (hunt-
ing, child rearing, defense etc.) with, is an inherent cooperator? Evolution-
ary theorists have explored this problem, and here solutions become much
harder to find.

In principle, there is no restriction on what nature could pick as a sig-
nal, so let’s suppose nature tries a ‘green beard’, which is the term that was
coined for this thought experiment by Richard Dawkins.6 That is, suppose
a mutation occurs that grants some inherent cooperators green beards. The
beards are readily observable, and if cooperators are valued, and if they
want to sort together – which they do in the presence of social dilemmas –
they are able to do so via the green beard signal.

5The theory behind this was developed by Zahavi (1975), and this claim about the pref-
erences of peahens has been confirmed experimentally; see Petrie et al. (1991)

6Dawkins (1976).
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So the green beards come together and cooperate. They do better than
those without the green beards, who can’t trust each other and misfire col-
lectively due to free-riding. That is, even though some of the non-green
beards are also inherently cooperative they have no way of signaling that
to each other, or to the green beards, so they can’t easily find the other coop-
erators in their midst. Eventually the better cooperation and joint successes
of the green beards leads, via selection, to increased frequency of the mu-
tation causing green beards. They come to predominate in the population
as the non-green beards head towards dying out. This remains true even if
a green beard is quite costly to grow and maintain, provided the metabolic
costs of the beard are more than outweighed by the valuable signaling role
it plays in helping the inherent cooperators sort together.

The problem with this rosy scenario is that it’s as easy for a non-cooperator
to grow a green beard as it is for a cooperator. So the cooperative outcome
is vulnerable to a second mutation – one allowing for green beards without
the trait of cooperation, call them ‘fakers’ – who would clearly be more suc-
cessful in a population of cooperator green beards. The cooperator green
beard would mistake these fakers as cooperators, join with them, and be
exploited by the fakers’ free-riding on their tendency to cooperate first.
Fake green beards would be more successful than sincere ones since they
get the benefit of free-riding with a cooperator. And evolution then works
to promulgate the fake green beards, making cooperator green beards die
off, perhaps not to extinction – a type of cycle can arise. But the point is
that the green beard itself ceases to be a useful signal. Widespread faking
robs it of its value.7

What is true of green beards of course applies to other coloured beards
as well. And in fact to any simple visual, audible, olfactory or otherwise
sensed signal. If a longer beard (for example) distinguishes the cooperators,
then a mutation giving rise to this might work for a while too. But even-
tually a second mutation allowing non-cooperators to have longer beards
will arise to do that too, and these will do better.

Because the ability to grow a beard bears no underlying relation to the
proclivity to act cooperatively, any mutation making beards longer, more
colourful, louder or smellier, will not help to separate cooperators from
non. What is needed is something that (no matter how costly to generate)
is harder for a non-cooperator to generate than a cooperator. Enter inner
lives.

7For more on this argument see Robson (1990) and Fehr and Fischbacher (2005).
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Inner Lives

Inner live are unique. The Cure’s immortal classic How Beautiful You are,
reminds us of two other features they have:

And in the road before us stood a weary greyish man
Who held a child upon his back, a small boy by his hand
The three of them were dressed in rags and thinner than air
And all six eyes stared fixedly on you

The father’s eyes said, “Beautiful, how beautiful you are”
The boys eyes said “How beautiful, she shimmers like a star”
The child’s eyes uttered nothing but a mute and utter joy
And filled my heart with shamefulness at the way we are
The way we are

I turned to look at you and read my thoughts upon your face
And gazed so deep into your eyes so beautiful and strange
Until you spoke and showed me understanding is a dream
“I hate these people staring make them go away from me.”

The Cure, ‘How Beautiful You are’ May 1987

The first, most obvious, aspect we’re reminded of is just how hard it is
to know someone else’s inner life. Inner lives are just that, inner. Even our
most beloved’s inner experiences can only be known by what they share.

The second, and implied but no less important, aspect of inner lives is
that they tell us something of a person’s character. Inner experiences are
specific to the type of person who you are. The experiences that accompany
the same situation differ across people in ways which tells us much about
who they are.

The song’s narrator is moved by sympathy for the families’ wretched-
ness. He is ashamed of his companion’s vitality, by the poor family’s re-
alization of it, and their rapt focus on her. But, partly redeeming, is that
the family are momentarily mesmerized by her beauty. He wants to believe
that something good can come of this. So, at least by being there, he tells
himself, he and his partner are granting this poor family a brief moment of
joy.

He assumes she’ll also be moved by them, be sympathetic and generous,
but he is wrong. A desperately poor old man, a small boy, and a baby
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granted some temporary relief by the mere vision of her, makes her feel
awkward. Her inner experience is wildly different from his. She is not
positively inclined to these people at all. In fact, she wants them to go
away. And this glimpse in to her inner life tells Robert Smith enough about
who she is to motivate the song’s outro:

“And this is why I hate you, and how I understand that no one
ever knows or loves another”

Inner Lives Reflect Who We Are

Introspectively we all know that inner lives are informative. A person
moved by the plight of others is likely to help. A person indifferent to
that plight probably wont. Knowing the character of the inner life that a
person experience helps to predict how they will act.

In case we needed scientific confirmation, psychologists have confirmed
the predictive power of inner experiences. The character of inner lives
differ in systematic ways with individuals’ Big-Five characteristics.8 And
such Big-Five personality ratings are correlated with traits that predict how
someone will act in social dilemmas.9

Agents living in a social world are trying to solve the problem of what
is the other person really like? They can’t know it for sure, but the more
they can know of another person’s inner life, the better they are at predict-
ing how that person will act when needed. They don’t have the luxury of
observing what’s going on on the inside. Instead, seeing what people do,
and asking them how that feels – what are the labels accompanying that
experience – they ‘get to know’ them, and vice versa.

8Some examples are: Larsen et al. (1986) who found that individuals scoring high on
the neuroticism dimension reported greater intensity of negative emotional experiences
under identical emotional stimulus. Extraversion was found to positively correlate with
experiences of happiness, controlling for life situation (Lucas and Diener (2008)). Con-
scientiousness correlates with inner feelings of pride in subjects upon accomplishment of
goals (Roberts et al. (2004)). Another Big Five factor, openness, was shown to correlate with
distinct perceptual experiences such as synesthesia, (DeYoung et al. (2002)).

9For example, the trait ‘Agreeableness’ has been consistently found to positively asso-
ciate with altruism.(Ashton and Lee (2008); W. G. Graziano et al. (1997). ‘Openness’ has
been shown to correlate with pro-social behavior (Van Lange et al. (1997) as has ‘Conscien-
tiousness’ (W. G. Graziano et al. (1997)). Studies have also shown that both ‘Neuroticism’
and ‘Extroversion’ correlate with altruism (negative for neuroticism; Bekkers and Wiepking
(2011), and positive for extroversion).
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Personas and Faking It

Persona is the word we use to describe the public projection of a person’s
inner life. The aspects of their character that are shared with others. The
persona may or may not be an accurate reflection of their inner life, and
hence their proclivity to act. But ‘getting to know’ someone is about deter-
mining a persona’s accuracy.

The content of a persona is informed by the agent’s inner life and pro-
jected to others in many different ways, not the least of which is what they
say about this inner life. How they felt in particular situations. Their fears,
hopes etc. But everyone, cooperators and non-cooperators alike, have an
interest in projecting a cooperator’s persona. Cooperators, because they
want to match with others and achieve social goals. Non-cooperators, be-
cause they want to free-ride, which also requires finding cooperators.

And herein lies the rub. Everyone wants to look like a cooperator, and
doing so largely involves saying the right thing – projecting the right per-
sona – describing the ‘right’ inner lives. But how do we know whose per-
sona is real, and who is faking it? It is the same problem that we saw with
Dawkins’ green beards. Is the green beard an inherent cooperator, or a non-
cooperator mimicking one? And as we saw there, mimicry undermines and
eventually erodes the signal value of a green beard.

But unlike green beards, inner lives have a specific feature that rescues
them from the threat of erosion due to mimicry.

The Inner Lives of Cooperators

Cooperators feel bad when they cheat. Non-cooperators do not. or at least
not as bad. This is why inner lives, and descriptions of them that comprise
a persona, can act as a credible signal that one is a cooperator. We unpack
this here.

Of course, ‘feel bad’ grants much too short a shrift to the complexity
of inner experience when a cooperator cheats. If all a cooperator could re-
port is ‘I feel bad’ when cheating, a non-cooperator would have an easy job
of copying one. The inner life of a cooperator has to be more complicated
than that to make mimicry by non-cooperators more costly, and hence to
make the cooperator’s persona a credible signal of their being a cooperator.
The richer the inner life, that is the greater the number of distinct labels
that are attached to the activities of the brain, the more complex the de-
scription of an inner life that an agent has to recount. Accordingly the task
of mimicking that description becomes a more complicated and costly un-
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dertaking to someone who is not a cooperator. And this helps prospective
partners know they are dealing with a cooperator.

Rather than resembling a green beard, something that is as easy for a
non-cooperator as a cooperator to mimic. The complexity of inner lives
makes them more akin to a peacock’s tail. Only strong peacock’s can afford
the cost of sustaining a luxurious tail. Only cooperators – who experience
the immensely complicated inner life of a cooperator first hand – will be
able to recount this. A non-cooperator, who has no direct glimpse of the
inner life of a cooperator, must learn the ‘code’ themselves. They have to
put in observation, experience and research to become adept at enacting it
by stealth. And, as we now discuss, this can be extremely costly to do when
inner lives are as rich and complex as ours are.

Faking A Cooperator

Introspectively we know that our inner experiences provide a dense pack-
age of content that help us signal who we are. For example, imagine the
goings on in the mind of an inherent cooperator who has cheated. They
may feel guilt because something they’ve done conflicts with their values –
e.g., a generally honest student tempted to cheat on an exam. They might
feel a heaviness, continually ruminate on the cheating, and be tempted to
confess and make amends. They might also be prone to a feeling of shame
while focusing on how they could be viewed by others. For example a man
cheating on his wife and worrying intensely about what friends and family
would think of him if they found out. Such shame could make him reticent
of social interaction, physically withdrawn, or even avoiding of eye contact.

When thinking about future consequences of cheating, the coopera-
tor might also experience feelings of anxiety. For example an accountant
who has finessed the numbers on company taxes may feel constantly on
edge about it being detected, a racing heart at their desk, a sense of being
watched, or restless sleep at night. They may feel the tension that comes
from attempting to square their cheating with their self-image. For exam-
ple, a researcher who selectively curates data to support a preferred finding
but also views themselves as a rigorous scientist. For them, this may man-
ifest as stress, or mental conflict, and may lead them to rationalize the act,
perhaps appealing to the advancement for their colleagues, or lab, to justify
it. They might even distort their beliefs to make the rationalization more
likely and reduce their suffering of cognitive dissonance. Considering the
consequences of their actions, an inherent cooperator may feel remorse as
they recognize the harm they have caused. For example a person might
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feel anguish at their partner’s suffering upon learning of their infidelity, or
even imagining that, they would experience sadness and regret at the pain
being caused.

Non-cooperators seeking to present a cooperator’s persona face pro-
gressively greater difficulty as the richness of a cooperator’s inner life in-
creases in complexity. They have to imagine what a cooperator would expe-
rience in these situations, and work out the right sort of reaction to recount
under scenarios that a questioner (who is themselves a cooperator, and thus
has first person knowledge of these experiences) might put to them. This
can become a tall task. Even in the limited situations sketched above, to
get things right, the mimicker may need to fake some combination of: feel-
ings of guilt, a heavy chest, rumination, a desire for redemption, shame,
furtiveness, anxiety, tension, heightened awareness, and agitation. They
may need to consider how to couch their act as contradicting a false self-
image, and describe the inner tensions (again faked) that arise from doing
this.

The descriptions of false inner experiences imagined above will need to
be matched by many more when confronted with a sophisticated inquisitor
attempting to probe their true ‘type’. A non-cooperator, who feels none of
this, or even just feels it less intently, has their work cut out trying to mimic
and project a cooperator’s persona.

How Human Level Consciousness Evolves

To recap: our argument has two parts. The first is that consciousness ex-
ists to furnish a first person account of ‘what it is like’ to be oneself. This
account is used to inform a persona. And a persona is valuable because
personas are what others judge us by. By sharing information about our
inner lives, projecting our own persona, and assessing others’, we come to
an understanding of who each other is, which we use to decide whether to
embark upon collective tasks – social dilemmas – together.

The second part of the argument is that, when mimicry is considered,
we obtain a reason for why our conscious experiences need to be so rich and
complicated. More complex inner lives are harder to fake because there are
more nuanced experiences to report. The benefit of conscious experience
for the sincere cooperator is that they are directly endowed with the con-
tent they need to display. All they need to do is project it honestly. By
simply recounting their inner lives, they reveal themselves, and another
cooperator, who has a similar set of inner experiences, can readily identify

13



them. The non-cooperator, on the other hand, experiences something dis-
tinct. They would be immediately outed if they were honest, so they have
to fake it. And the more complex inner experiences are, the more costly
and difficult it is for the faking non-cooperator to pull off this deception.

We have identified a possible benefit to consciousness. But that doesn’t
mean it will always be selected into existence. In fact it only arises under
specific conditions that we now detail.

Nature’s Balance

If complex inner lives make mimicking more difficult and improve match-
ing prospects, why aren’t we endowed with even richer and more nuanced
inner lives still? The answer is that such complexity comes at a cost – more
neurological activity needs to occur to generate the content that will be
reported. Deeper minds are more metabolically costly to build and carry
around.

Evolution arrives at a balance that works well enough to achieve match-
ing – not perfectly, and not to the point where only cooperators can exist
– but to the point where the costs of the consciousness machinery just bal-
ance the benefits it yields in finding the right partners.

Typically, in order to be more precise about where such evolutionary
reasoning leads, we would build a mathematical model of the evolutionary
process that would explicitly allow for selection based on fitness and a mu-
tation process that admitted new varieties of incremental change through
time. Such a model would take a stance on the costs of the various parts
of this machinery, with parameters representing the biological costs of the
consciousness generating neurology, the costs of mimicry, the gains from
cooperation in social dilemmas, and the potential hazards of being cheated
by a non-cooperator. Such a model would allow us to precisely answer
questions like: when and where (i.e., under what conditions) would we ex-
pect consciousness, or inner lives, to appear? Is consciousness likely to be
ubiquitous in nature, or relatively unlikely to emerge? And under what
conditions could it be engineered, perhaps inadvertently, in evolving sys-
tems that we ourselves set in motion?

We have built such a mathematical model elsewhere to explore these
questions, and it turns out to provide definitive answers which we now
elaborate.10

10The gory details can be seen at https://vault.sfu.ca/index.php/s/FpepxT995wL9i7H
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Exploiting Cooperators Must Be Highly Rewarding for Non-Cooperators

The rewards to faking must be high so that fakers are always present along
the evolutionary path. It is their presence along the path that is the force
propelling conscious complexity to increase. But such fakers would even-
tually die out if non-cooperators gained less from pretending to be cooper-
ators than cooperators gained from actually cooperating. Evolution would
rapidly select against them. To prevent this, and to maintain a steady sup-
ply of mimickers to push forward conscious complexity, the value of being
matched with a cooperator must be higher for non-cooperators than for
cooperators. In other words, a cooperator must benefit less from honest
pairing with another cooperator than a cheater would from exploiting that
cooperator. This is necessary for the threat of mimicry and cheating to con-
stantly loom.

The basic social dilemma, which has been extensively studied game the-
oretically via the prisoner’s dilemma, neither necessitates nor rules out this
necessary condition. Formally, this condition has been termed ‘decreasing
differences’.11 This relatively ignored condition is the first key to the emer-
gence of consciousness.

A Goldilocks Zone: Mimicry Must Be Costly, But Not Too Costly

A second condition suggests why consciousness may not be ubiquitous,
even among social beings who have many of the preconditions for con-
sciousness to arise. Costs of mimicry can be neither too great nor too small
relative to the benefits of cooperation. If mimicry is too easy, then decep-
tion spreads, and consciousness can’t help because signals can’t be trusted.
But if mimicry is too difficult, it’s no longer worth faking at all. Without
the pressure of avoiding the fakers, consciousness has no reason to arise.

Generating complex levels of consciousness, the sort that humans ex-
hibit, requires mimicking costs to lie in something of a sweet spot: as con-
sciousness emerges, the costs of mimicry must be just high enough to de-
ter some impostors, but not so high that mimicry is wiped out altogether.
Without the former, the biological costs of consciousness are not justified,
without the latter – with mimicry eradicated altogether – consciousness has

11A term also used instead of decreasing differences is sub-modularity. The prisoner’s
dilemma parametric conditions for decreasing differences is that the difference in the payoff
to a defector when he plays the prisoner’s dilemma with a non-defector (in comparison to
playing with a defector) is greater than this same difference in payoffs for a non-defector.
In general, the prisoner’s dilemma game allows for any relationship between these payoff
differences.
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no reason to continue to exist, nor to complexify. And nothing like human
level consciousness could ever emerge.

Evolution Does not Explore Peaks Beyond Valleys

Evolution doesn’t jump – it climbs. An evolutionary account of the emer-
gence of human level consciousness must necessarily start from a proto-
population of non-conscious agents, all of them having no inner lives. It
must then demonstrate how, over time, such a population can evolve from
that starting point to one where inner lives emerge, and finally end up at
human level conscious complexity.

So if going from unconscious to slightly conscious carries more cost
than benefit, the journey stops there. Consciousness fails to emerge. This
is crucial. Even if high-level consciousness would be hugely beneficial in
the long run, evolution can get stuck at a point far below that, even at
complete non-consciousness. If the first step up (from zero to minimal
consciousness) is too costly, evolution stalls there.

To get to human-level consciousness the key is that each step up in con-
sciousness – each increment to the complexity of inner lives – improves the
capacity of the cooperators to match with each other, and the biological cost
of each step isn’t too large. When these two conditions hold, richer con-
sciousness gives cooperators an even stronger advantage because it helps
them avoid the fakers and find one another with greater fidelity. And this
in turn leads to a positive feedback loop: more consciousness leads to bet-
ter matching of cooperators which leads to more cooperator types which
induces even more consciousness.

It is tempting to think of consciousness as having emerged in a binary
fashion – the lights were off, and one day they switched on – since this
accords with how we introspectively move into and out of consciousness
ourselves. But according to our account this is not how complex conscious-
ness emerged. It developed gradually, with gradations increasing slowly
through time. Higher gradations corresponded to more labels being at-
tached to various brain activities. And, experientially, this corresponded
to successive generations of agents in this evolving system experiencing
progressively richer and more complex inner lives through time.

Consciousness in Nature and in the (Computer) Lab

One striking implication of all this is that consciousness and cooperation
are deeply linked. At the species level, there is no consciousness without
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cooperation. If everyone is a selfish non-cooperator, or cooperates only
with close kin, there’s no benefit to signaling or interpreting inner lives.
Consciousness dies out. But when cooperation is possible — though not
guaranteed by some other means — consciousness becomes a kind of evo-
lutionarily designed tool that aids cooperator detection.

This suggests a powerful hypothesis: in any species where individuals
cooperate with non-relatives in flexible, high-stakes ways, consciousness
may evolve as a practical solution to a very old problem: who can I trust? It
suggests that social beings – where survival is enhanced by engaging with
non-kin in group level activities – have the possibility of emerging into
consciousness. Non-social beings do not.

Additionally, if we are right, consciousness has nothing particular to
do with information processing, other than the information related to an
individual’s type, nothing to do with complexity, other than the complexity
required to distinguish an individual’s types, and nothing to do with any
specific substrate.

Given no necessary link to carbon based life forms, it seems natural to
use the theory to ask whether (and when) engineered systems, such as AIs,
if they are allowed to evolve, could emerge into consciousness? Here we
can be precise.

• No, if they are isolated and not interacting with each other.

• No, even if interacting they are not engaged in social dilemmas: situ-
ations where collective goals do not align with individual ones.

But

• Yes, if they face social dilemmas

And

• They are subject to fitness based selection

And

• Their parameters for:

1. mimic costs,

2. metabolic costs to generate inner experiences, and

3. gains to cooperation

are in the goldilocks zone.
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In short, this would seem unlikely. But no more so than it was for
us. And if we are engineering evolving systems, having them interact, and
placing them in social dilemmas, we’d have some say over the parameters
of 1-3 above. We should probably be careful about that.

What Should Consciousness Look Like?

Since our theory, unlike most others, is squarely concerned with explaining
the existence of consciousness as experience, it has implications for what ex-
perience should be like if the theory is correct. Specifically, as an evolved
mechanism to help cooperators identify one another, our theory predicts it
should possess the following characteristics that are shaped by this evolu-
tionary function.

First, consciousness must be private. If inner experiences were directly
observable, agents would know others’ types directly. There would be
no possibility of mimicry, no matching advantage, and hence no need for
costly subjective experience. It would be evolutionarily redundant. Hence,
it is not possible for inner experiences to have evolved for the role of sig-
naling type if experiences are not private.

Second, consciousness must be type-specific. That is, the cooperator
type and the non-cooperator type must each experience distinct inner re-
sponses to at least some events, like cheating. This is why mimicking an-
other type becomes cognitively costly, ensuring that signaling can be reli-
able. Inner experiences that bore no relation to type would not advantage
cooperators.

Third, consciousness is likely to be serial if it evolved for the reasons
we speculate. Indeed, human consciousness is serial; limited to only pro-
cessing a single object at a time. Given that the brain exhibits remarkably
many parallel cognitive capabilities, this seriality is not likely to be due to
a hard biological constraint. Our theory would suggest it arises because
human communication itself is serial (e.g., we speak one word at a time).
Given bottlenecked communication, parallel conscious streams would pro-
vide little aid in matching. So selection would not favor it because a multi-
tude of simultaneously arising experiences would not be able to be simulta-
neously communicated. The seriality of communication is thus the reason
for the seriality of consciousness according to our theory.

Fourth, ineffability, or the impossibility of perfectly communicating the
contents of consciousness, is consistent with consciousness having evolved
to aid cooperator matching. It is not necessary for two agents to precisely
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share the contents of their inner lives. It is only necessary that shared com-
munication reflects distinct experiences that are close enough to be under-
stood by someone else who also had that experience, but hard for someone
who has not had it to mimic. Bearing the metabolic costs of obtaining fully
articulable consciousness would add little to its functional benefit, and is
therefore unlikely to be selected.

Finally, the capacity to imagine inner experiences is likely to be adap-
tive. By simulating subjective responses to hypothetical scenarios, agents
can assess their own and others’ types without having to physically tra-
verse every relevant state. This cognitive innovation expands the domain
of comparison and enhances cooperator matching. It has selective advan-
tage in thus aiding cooperator matching.

In short, if we are right, a system evolved for cooperator matching
through the sharing of personas based on inner lives must be private and
type-specific, and also likely to be serial, ineffable, and capable of imag-
inative simulation. Strikingly, consciousness exhibits all of these proper-
ties.

Some Comparisons

We started with a concrete definition of consciousness, one specifically ze-
roing in on the ‘what it is like’ aspect. We are clear about what a conscious
agent can do, and a non-conscious cannot; namely have experiences. And
experiencing things – it ‘being like something’ to be such an agent – grants
the agent nothing much else. No extra cognitive powers,12 or information
processing advantage,13 or theory of mind,14 or conception of the self,15

or extra reason to care about that self.16 All of these are equally available
to non-conscious agents in our theory. What distinguishes the conscious is
only that it being like something to be one grants the conscious agent an
inner life.

Relation to Existing Theories

We can now make the case for why our approach may succeed where others
have not. First, our theory is directly focused on explaining the functional

12Unlike Higher Order Theories, e.g. Rosenthal (2005).
13Unlike Recurrent Processing Theory, e.g. Lamme (2006).
14Unlike Attention Schema Theory of M. Graziano (2013).
15Unlike Damasio (1999)
16Unlike Humphrey (2023).
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role of inner lives, experiences, per se. Not as a byproduct of some other
function, but in itself.

Our theory, unlike others, accommodates the arguments for the causal
impotence of consciousness. Timing is irrelevant; so it doesn’t matter whether
conscious awareness precedes, coincides with, or follows intent to act.17 By
just focusing on an agent in isolation, as neuroscientists typically do, it will
be likely to appear that consciousness isn’t doing anything, it will appear
to be an epiphenomenon. And this is, in fact, a widely held view in the
field. But according to our theory this inference is not correct, it belies the
vital social role that consciousness plays, which is missed by an exclusive
focus on the individual.

We provide specific conditions under which the hypothesized fitness
value of consciousness translates into actual emergence. This gives princi-
pled guidance on what other systems are likely to be conscious today, and
the conditions under which evolving, or designed, systems may emerge
into consciousness in future. This plots a narrow path through the cur-
rently immense vista of possibilities that are argued for regarding non-
human consciousness. These stretch from Cartesian Dualists (including
strict adherents of Abrahamic faiths) who believe that only humans possess
a soul that is necessary for consciousness, to panpsychists, i.e., those who
argue that consciousness is ubiquitous, being present in all beings (and in
fact all matter);18 with many views that lie in between.

Most who hold such views have included (or excluded) specific life
forms from the conscious group by assumption, and not based on evolu-
tionary reasoning, as such theories do not rest on evolutionary founda-
tions. In contrast, we can use evolutionary theory to predict observable
features that will co-evolve with consciousness. Specifically, the theory
links the emergence of consciousness to non-kin cooperation, so provid-
ing a reasoned evolutionary justification to rule out some life forms as con-
scious. For example, amoeba, who undertake no social cooperation, would
not evolve consciousness. And insects, who can display immense cooper-
ation with their cloned compatriots, but no non-kin cooperation, are also
not likely to be conscious according to our theory.

To be clear, our theory is not at odds with other explanations of ‘how’
consciousness or inner lives may arise. It may indeed happen to be the
case that neural correlates of consciousness are synchronized oscillations

17The readiness potential finding of Libet (1978), which has seen many empirical chal-
lenges lately.

18For example Goff (2024).
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at a particular wave length in the cortex,19 or that the experience of an
inner life arises when broadcasting occurs across diverse brain modules,20

or when information is integrated across the brain,21 or when sufficiently
complex systems exhibit self-referential recursive structures.22 Our theory
proposing a functional role for consciousness is perfectly compatible with
(i.e., has nothing to say about) any of these ‘how’ explanations regarding
the mechanics of conscious phenomena.

Our theory also leaves a core part of Chalmers’ ‘hard problem’ of con-
sciousness largely untouched. Even if our theory is one hundred percent
correct, it doesn’t much help us with the problem of explaining how it
is that physical states give rise to something so qualitatively distinct as
phenomenal states. On the other hand, we do provide an explanation for
why a “rich inner life” might be valuable, and might have evolved. So it
certainly seems reasonable that evolution could have rounded upon it as
a way to help unrelated individuals find ways to attain cooperative out-
comes in social dilemmas. Though we have not proven that consciousness
is necessitated by such social dilemmas, we have given conditions under
which something will evolve into being that bears many resemblances to
consciousness. We again know of no other theories that make such predic-
tions from an evolutionary foundation.

Social Sciences and The Arts

The social sciences have played almost no role in the search for theories
of consciousness. There have been theories focused on ‘social’ aspects.
For example, Attention Schema Theory23 which argues that inner expe-
riences improve social prediction by providing a model of others’ atten-
tion. Though such a function would clearly be adaptive, it, and all other
theories that seem to head in this direction,24 remain subject to the David
Chalmers’ critique with which we started this essay.25 Sure this is a func-

19As Crick and Koch (2006) posit.
20As has been argued by Baars (1988) and received considerable support in the lab.
21As argued by Tononi et al. (2016).
22As argued by Hofstadter (2007).
23See W. G. Graziano et al. (1997).
24It has been conjectured that consciousness somehow arose to enhance social signaling

or social interactions more broadly; see Frith and Frith (2007) and Baumeister and Masi-
campo (2010). And this superficially resembles the story we tell here. These could clearly
be useful functions, but again none of these theories explain why why the functions pur-
ported to be delivered by consciousness require experience at all.

25Chalmers (1995).
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tion that might be useful, but why does generating this useful function
require anything that in any way resembles experience, or it ‘being like
something’ to be such an agent?

Existing theory and evidence are centered on understanding the me-
chanics of brains, which is understandable given that’s where conscious-
ness is generated. But if we are right in our emphasis on sociality as the
reason for its emerging, then this points to the need for greater emphasis
on what agents do together in the world. Not a deeper drilling down to
what happens in the brain, but a focus on the social. Specifically the value
of cooperative production and the process of creating production teams
would seem to be key precursors to the emergence of consciousness. This
aspect of the theory needs to be explored further, as well as its implications
for consciousness in other species and systems.

Our theory makes evolutionary sense of us spending so much time talk-
ing, writing, singing and composing poems about our inner lives, and those
of others. As Erik Hoel has noted, this ‘intrinsic perspective’ is the motive
force behind the human impulse to art, and reaches its apotheosis in lit-
erature.26 According to our theory, part of being an adept human means
navigating our way through a society that includes people we will want to
join with in undertaking social dilemmas, as well as people to avoid doing
that with. Agents with a well honed sense of what goes on in the inner lives
of others (even one refined on fictional others) and a good sense of how to
communicate their own inner lives, will navigate this well.

There Seems To Be A lot of Superfluous Stuff in Consciousness

A possible objection would seem to be that a vast amount of conscious con-
tent doesn’t help in social signaling at all. If our theory holds, then why all
this redundant complexity without any clear benefit? Put differently, why
are we conscious of the many, many things that do not help discriminate
whether someone is a cooperator at all?

Our answer is that commonality is necessary for communication; we
need to be able to describe a scenario accurately in order to draw the cor-
rect inference from our interlocutors’ responses. For a cooperator to de-
scribe the misery they feel when cheating a partner (different from a non-
cooperator) they must also be able to convey what ‘cheating’ is. Their ex-
perience of the logistic, physical and situational aspects of the interaction
should be similar to those of a non-cooperator. The agents should be able

26Hoel (2023).
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to establish that their situations being compared are similar enough to ex-
pect a type specific differentiating reaction. This commonality is deeply
baked in to our shared consciousness hardware, and it is what allows us to
meaningfully compare situations, and underlies communication. We take
for granted that we are not subject to the triggering of wildly inconsistent
inner experiences by the same events in the outside world, and for that
to happen we need to have much that is common within our experiential
repertoire.

It turns out that most of the literature that is concerned with qualia, or
phenomenology focuses on just these common aspects – the experienced
‘redness of red’ the awe-inspiring aspect of ‘sunsets’. Though this is not di-
rectly useful in distinguishing types, it is absolutely necessary for enabling
agents to establish a common context over which comparisons can be made.
But the sameness of examples like this across individuals obscures, ac-
cording to our theory, the real function of consciousness. Examples that
would better illuminate its core function would instead be of emotions and
thoughts generated in situations where different types of individuals expe-
rience distinct inner lives even under the same situation; like the reaction
to cheating scenario we elucidated above.

Conclusion: Consciousness Serves Social Goals

Our central thesis is that consciousness evolved because it helped social
creatures find the right partners. We have traced out a process of evolution
whereby this can happen.27 The prerequisites are pretty tight, so there’s
no sense that consciousness is likely just because beings are social. It may
well be that humans are unique in having it. But we equally can’t rule out
it having already popped up elsewhere in biological evolution, or it arising
again in future biological or synthetic systems. Either way, we have at least
been able to determine conditions under which it is more likely than not
to arise. And if it does arise, a clear marker would seem to be non-kin
cooperativeness. Without that, it is definitely not present.

We know of no other theory that has used evolutionary theory to pro-
vide tight conditions under which consciousness is likely to emerge and
when it will not.

Perhaps, because of the difficulty standard paradigms have had in pro-
viding an evolutionary account of consciousness, many thinkers have sup-

27The mathematical details of which can be perused at
https://vault.sfu.ca/index.php/s/FpepxT995wL9i7H
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posed that explaining it must require abandoning or modifying the stan-
dard scientific approach. This quote from Thomas Nagel, the author of the
what it is like to be definition of consciousness that we have used throughout
this essay,28 captures that view:

“Consciousness is the most conspicuous obstacle to a compre-
hensive naturalism that relies only on the resources of physical
science. The existence of consciousness seems to imply that the
physical description of the universe, in spite of its richness and
explanatory power, is only part of the truth, and that the nat-
ural order is far less austere than it would be if physics and
chemistry accounted for everything. If we take this problem se-
riously, and follow out its implications, it threatens to unravel
the entire naturalistic world picture.”

This view is not uncommon in suggesting that something beyond the stan-
dard science is required to explain consciousness.29 Our explanation, on
the other hand, is entirely physical and Darwinian. And although it has
not met Nagel’s goal of an account based purely in ‘physics and chemistry’,
most would agree that the disciplines of biology and the social sciences,
which our theory gets it tools from, are emergent from these. So it is not
too far from doing that.

Of course, we can’t yet be sure our theory is even partly correct. But
it is somewhat encouraging that its evolutionary reasoning suggests that:
ineffability, privacy, serialiy, type-specificity, and imaginative simulability
would all tend to be features of a function that evolved to aid cooperator
matching. Consciousness seems to have all these features.

Finally, if we’re onto something here, our theory suggests we should
be mindful of consciousness emerging in synthetic systems – like evolv-
ing AIs. Luckily, the conditions for this happening are pretty tight. But
that isn’t much consolation since those same conditions also applied to
us. Moreover if we are engineering the starting conditions for a system
of evolving agents, there doesn’t seem to be any reason, in principle, why
we couldn’t set those conditions to be right in the goldilocks zone where
consciousness is likely to emerge. This would seem like a bad move, but
also an easy one to avoid.

28That definition was referenced earlier, but this quote is taken from more recent work
of his; Nagel (2012).

29Though most don’t go as far as Nagel to argue that the struggle to explain consciousness
brings into question the whole scientific endeavour.
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